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Abstract
Machine Learning (ML) models are key enablers for the
implementation of different energy-efficiency strategies in
buildings. There are a variety of frameworks that facil-
itate the development of ML models, but it is necessary
to move into a different environment for their deployment
and exploitation. Furthermore, their performance tends to
degrade over time. Consequently, they need to be regu-
larly evaluated and upgraded to ensure the robustness of
the overall solution. The seamless exploitation, adapta-
tion and evolution of ML models is still an open issue
nowadays, and in this article, a software framework called
PRENERGET aimed at addressing this issue is presented.
The main contributions of PRENERGET are, on the one
hand, the facilitation of the exploitation of ML models
to make forecasts related to energy efficiency, and on the
other, the maintenance and, if possible, the improvement
of the forecasting performance over time.

Introduction
Nowadays, the building sector’s energy consumption ac-
counts for almost a third of the total energy consumption
and its share of emissions has risen to almost 30% (In-
ternational Energy Agency 2021). As a matter of fact,
the energy consumed in the building sector is responsible
for nearly 3 Gt of direct CO2 emissions. Space heating,
cooking and other daily activities account for the majority
of global CO2 emissions today in the buildings sector (In-
ternational Energy Agency 2021), and the demand side
management (DSM) and demand response (DR) programs
have emerged in an effort to minimise these figures (Warren
2014, Albadi & El-Saadany 2007). However, the imple-
mentation of DR programs is not straightforward (Esnaola-
Gonzalez et al. 2021), and being able to accurately forecast
the energy demand plays a crucial role.
Artificial intelligence (AI) systems, and more precisely,
Machine Learning (ML) based models have showcased
their prominence in creating accurate predictions (Gómez-
Omella et al. 2021, Tascikaraoglu & Sanandaji 2016, Lu-
sis et al. 2017). There are a variety of environments and
frameworks that facilitate the development of ML models,
but when it comes to their deployment and exploitation,
it is necessary to move into a different environment. Cer-
tainly, the value offered by the models is more often than
not limited by the use of inappropriate application logic.
Furthermore, under normal conditions, ML-based fore-
casting models performance degrade over time due to a
change in the environment that violates the models as-
sumptions (Widmer & Kubat 1996). Consequently, the
deployed models need to be regularly evaluated and up-

graded to ensure the robustness of the solution they are
part of (Žliobaitė et al. 2016).
The seamless exploitation, adaptation and evolution of
ML-based models is still an open issue nowadays, and
in this article, a software framework called PRENERGET
aimed at addressing this issue is presented. Namely, the
main contributions of the developed framework are:

• To facilitate the exploitation of ML models to make
forecasts related to energy efficiency.

• To maintain and, if possible, improve the forecasting
performance over time.

The rest of the article is structured as follows. First, a sum-
mary of previous works found in the literature is presented
in the Related Work Section. The development and de-
ployment of PRENERGET is detailed in The Framework
Section. Later, in the PRENERGET On the Loop Section,
PRENERGET is validated in a real use case and the results
obtained are shown. Finally, the conclusions obtained are
summarised and future work is presented.

Related work
The AI is currently experiencing an upsurge that can be
attributed to advances in computing and the increasing
availability of data, and it has been useful for solving prob-
lems of different nature, including forecasting problems.
In the field of energy efficiency in buildings, being able
to accurately forecast future situations is key to ensure
optimal decision-making. For example, forecasting the
energy to be consumed and the energy to be produced by
renewable systems installed in a building can contribute
to maximising their energetic efficiency by implementing
load curtailment (i.e., a reduction of electricity usage) or
reallocation (i.e., a shift of energy usage to other off-peak
periods) (Esnaola-Gonzalez et al. 2021).
Regarding the forecasting of energy coming from renew-
able sources, different approaches and mechanisms can
be found in the literature, including ML algorithms. As
a matter of fact, they have been proven to perform well
when forecasting energy to be produced by photovoltaic
panels (Ahmed et al. 2020, VanDeventer et al. 2019), solar
thermal collectors (Unterberger et al. 2021) or even wind
farms (Juban et al. 2007). Likewise, for the forecasting of
buildings’ energy consumption, different ML algorithms
have been demonstrated to be valid. In (Zhang et al. 2018),
a support vector regression modelling approach has been
used for forecasting households electricity consumption,
both to daily and hourly data granularity. But other algo-
rithms such as regression trees and neural networks have



also been used in day-ahead load forecasting for residential
customers problems (Lusis et al. 2017).
There are numerous software applications, tools and IDEs
(integrated development environment) such as R Studio,
Weka or Rapidminer that offer many possibilities for cre-
ating and training ML models. However, they do not offer
functionalities that go beyond their own environments, and
in order to deploy the developed models, the integration
with other software is necessary. This concept has been
extended to the cloud, which offers many advantages when
it comes to the deployment of applications, both in terms
of ease and scalability. In this regard, products such as
Google Vertex AI and Amazon SageMaker offer sets of
tools that enable deploying models in their own cloud in-
frastructure. The problem arises when users want to deploy
these models on their own infrastructure or integrate them
with applications that use their infrastructure.
In addition, the rapidly changing environment where we
live in leads to the degradation of forecasting models’
performance. This fact can be evident when abrupt
changes occur such as during the COVID-19 pandemic-
related confinement, curfew and mobility restriction mea-
sures (Gomez-Omella et al. 2020), but there are also other
subtle changes that may equally affect the performance.
This is known as the concept drift problem, which means
that the statistical properties of the target variable the
model is trying to forecast, change over time in unfore-
seen ways (Lu et al. 2018). In the face of such changes,
forecasting models need to be adapted (Gama et al. 2014).
Understanding the effect of the drift on the ML perfor-
mance and defining the most appropriate adaptation strate-
gies to make them more robust is one of the first steps to
be considered. As a matter of fact, depending on the type
of change, different adaptation mechanisms may be im-
plemented. The work presented by (Celik & Vanschoren
2021) proposes different adaptation strategies that start
from an initial model trained at least once with an initial
batch of data. The strategy to follow will not always be the
same and it will depend on many factors (e.g., the nature of
the data, the application domain, unexpected events, etc.).
This strategy will be determined by the data analysis task
who is in charge of understanding the behaviour of the
derivative of the model, detecting it, and even anticipating
it.
The monitoring of the forecasting models’ performance on
the one hand, and the implementation mechanisms of the
model adaptation on the other, are repetitive tasks that have
a cost in terms of personnel dedication that, in many cases,
may not offer improvements and therefore added value.
Automating the models’ performance evaluation and adap-
tation as well as the deployment of the adapted models al-
leviates workers from this tedious task and achieves better
results by potential possible manual errors. Furthermore,
this automation will also facilitate the selection of strate-
gies to be followed when adapting the models.
Google also offers the open-source product TensorFlow
which allows integration into on premise infrastructure.

This suite includes the Pusher model deployment tool as
well as other tools for model evaluation and validation such
as Evaluator and InfraValidator. In this case, the developer
is limited to use these libraries to generate the models and
will not be able to use other languages such as R. On the
other hand, the automation of the updates will have to
be implemented in programming code using the previous
tools.
Clipper (D. Crankshaw 2017) has been developed at a
higher level of abstraction so as not to depend on certain
frameworks to build the model. This framework is modular
and allows invoking models developed in Apache Spark,
Scikit-Learn, Caffe or TensorFlow. Clipper facilitates the
integration of models through a unified REST interface
but lacks model updating capabilities. Data and Learning
Hub for science (DLHub) (Zhuozhao Li 2021) is another
framework for the development of ML models. One of
its pillars is the use of a standard model invocation via
the previously developed “funcX” (R. Chard 2019, 2020),
function and other one the use of Docker based containers
as the current work. It is an excellent environment with
good model characterisation capabilities and good perfor-
mance, but it is oriented to research environments and not
to production environments where resources have different
restrictions. Muthusamy et al. (2018) shows a layer that
encapsulates the ML models to provide a microservice in-
terface that can be exploited in business applications. In
this case, the model developer must be able to implement
the defined interface. This interface offers functionalities
to detect data drift and KPIs on accuracy and therefore as-
sesses the need for retraining, but the update of the models
is left out of the scope of the work.
Data scientists are experts in creating the ML models that
solve the aforementioned prediction problems but the de-
ployment of these models into production for their ex-
ploitation is not as straightforward as it might be thought.
As a matter of fact, when it comes to exploiting the mod-
els, they are confronted with different execution environ-
ments than those used for analysis. These environments
may work with technologies that are beyond the scope
of knowledge of data analysts. And here is where pro-
grammer analysts come into play. They are specialists in
creating software to be exploited in a given environment,
but their knowledge of ML is often insufficient. There-
fore, collaboration between the two types of profiles is not
straightforward due to the different nature of the environ-
ments in which each works.
A framework to unify the interfaces between both of them
can significantly improve the interaction necessary for the
joint development of the software needed to not only
exploit the forecasting models but to also ensure their
performance over time. To the extent of knowledge of
authors, existing approaches do not cover these require-
ments (Simmhan et al. 2013, Choi et al. 2016). Therefore,
the definition and implementation of the necessary infras-
tructure, mechanisms, channels, interfaces, and workflows
to facilitate the automation, deployment, and execution



of ML models under the same software architecture to
streamline the process is a necessity.

The Framework
In this section, the design and the development of PREN-
ERGET is presented. PRENERGET is a software frame-
work for the deployment of ML models and its automatic
adaptation to potential changes. The software framework
offers a pipeline and a set of interfaces to incorporate data
from different sources; the invocation and execution of
multiple ML models; the mechanisms for monitoring and
estimating the error generated by the ML models; and the
required elements for the evaluation of the model and its
future adaptability. PRENERGET provides a modular ar-
chitecture with all the advantages that this involves and in-
cludes consistency in development, reduced development
time, and flexibility.

Development
PRENERGET provides the data flows and workflows that
maps out the flow of information, the definition of the
pipelines for the interconnection of the different blocks
or functionalities and the workflow engines that orches-
trate the execution of tasks and exchanges of data between
them. It is based on the interoperability offered by a set of
REST API services, used to design, and integrate applica-
tion software on different platforms, and a set of standard
interfaces with an execution environment based on the R
programming language that allows the development of ad-
vanced ML functionalities. This makes it easily integrated
with other software either locally or remotely.
PRENERGET includes the following functionalities:

• R Script execution: The set of programs and func-
tions implemented in R programming language. They
are in charge of training, executing and evaluating the
ML models. They also include the functions to im-
plement the automatic adaptation strategy or model
adjustment. These functions can change, vary or even
be replaced by others at any time without affecting the
rest of the infrastructure because PRENERGET pro-
vides a modular architecture.

• Task Scheduling: The set of Web services imple-
mented in Java that encompass a set of tasks that can
be executed both periodically and on demand. Most
of these calls use a client to communicate with an R
server, where the scripts are executed.

• Data management: The PRENERGET architecture
uses two types of databases. The first type, called
’external databases’, is used to acquire the data and to
develop the initial ML model its future re-adaptation.
Being a modular and flexible architecture, it can work
for any type of database (e.g., relational, time se-
ries...). All it takes is to change the connector to the
database and the architecture will continue maintain-
ing the rest of the functionalities. The second type,

called ’internal database’, is a database that includes
the information to manage the tasks, and metadata
about the models. This database allows the trace-
ability monitoring and the correct understanding and
interpretation of the models.

Figure 1 shows an example of the data flow between the R
Scripts and the Web service that handles task scheduling
and data management. In the flow, the components that are
executed in the Web service are coloured blue and those
that are carried out in the R scripts are coloured yellow.
The components with grey bands represent the main scripts
or classes while the solid components indicate actions that
are carried out within them.

Deployment
The functionalities described in the previous section are
provided by 3 software components. These have been
encapsulated in Docker (Merkel 2014) containers to ease
deployment, as shown in Figure 2.

• R server: Will contain a running instance of R engine,
along with the scripts and models to be called. As
R does not need compiling to be executed, scripts
can be updated or added during run-time, without the
need of stopping the software.

• Apache Tomcat: The task scheduling and data man-
agement functionalities will be provided by a Web
service developed in Java, hosted in a Apache Tom-
cat server. By publishing the functions in a Web based
API interface testing and integration with other soft-
ware becomes easier.

• Internal Database: This component stores the data
used by the Web service: models, variables, data
sources and scheduled tasks. This data is for inter-
nal usage only; data used to feed the model such as
historical knowledge is stored in databases external.
They are used by the software but are not considered
part of the software solution.

The specific actions of the scheduled tasks change between
different types but they follow a similar approach. After
retrieving information of the involved variables from the
database, the task will prepare the call to the script, re-
trieving data from the associated data sources and setting
up the parameters. The R engine will be called to execute
a specific script with the given parameters. After the ex-
ecution has finished, it will read the results and use them,
storing them, notifying other software or using them as
parameters of other scripts.

PRENERGET on the loop
For the automation of PRENERGET, the period of execu-
tion of the previously explained flow (Figure 1) is decided.
In each of these executions, a different training data set will
be chosen from an external database to develop a model.



Figure 1: Data flow for model adaptation and updated

Figure 2: Software components architecture (with data sources)

Since the data is stored as time series over time, it is de-
cided to use moving windows to update the values of the
training phase. In this way, in each model fit, the oldest
historical data is eliminated and the most recent is added to
the training set. Afterwards, the training phase is started
by calling an R script in charge of adjusting the model
parameters using different techniques that allow generali-
sation, such as the commonly used k-fold cross validation.
In the next phase, the evaluation of the model is done by
calling another R script that obtained the errors or devi-
ations of the training phase. These errors are calculated
comparing the forecast values with the actual values reg-
istered available from the historical data. The update of
the model in production will be based on the improvement
of these error values that can be calculated using different
metrics such as the Root Mean Squared Error (RMSE) or
the Mean Absolute Error (MAE) among others. That is, in
the last phase, the errors from the new and the old models
are compared and if the new model improves the perfor-
mance of the deployed model, it will be used to replace
such a deployed model.
Being modular and configurable, PRENERGET allows

programming different strategies, both for the testing and
evaluation of the models, and for their update and adapta-
tion to changes, in an agile and simple way.

Use cases
The feasibility of the PRENERGET framework has been
tested in two real-world energy efficiency scenarios. On
the one hand, in a neighbourhood in Madrid (Spain), and
on the other, in a research centre in Eibar (Spain). For the
sake of simplicity, this section will focus only on the latter.
However, it is worth mentioning that the PRENERGET
framework is designed to be applicable to other energy-
related use cases.
The main objective of the forecast task was to provide ac-
curate electric demand forecasts for the next day, so that
adequate energy-saving strategies could be implemented
in advance. Such forecast task has been performed using
ML strategies based on the historical records containing
hourly electric consumption data measured in kWh. So,
before running the data flow of Figure 1, the forecasting
algorithm, input variables, training method, and error met-
rics to be used should be set.
A previous comparative study of the results obtained from
different ML algorithms concluded that the K-Nearest
Neighbours (KNN) was the most efficient algorithm to
provide further values in the problem at hand. The KNN
was compared with an ARIMA model, a Linear Regression
and a Support Vector Regression, obtaining better results
both in forecast errors and in computational time. As a
matter of fact, this method gives an accurate forecast due
to the seasonality and the repetitions in the daily electric
demand (Gómez-Omella et al. 2020).
After analysing different date and time related variables,
the hour, the day, the month, the season of the year, the
day of the week and a binary variable indicating whether
the day is a working day or not, were the selected vari-
ables as they provided the highest correlations with the
output variable. These support variables are needed to
be used as inputs for the KNN algorithm, as the available
data was a univariate time series containing the electricity
consumed and a time index. As the KNN is an algorithm



that calculates distances between instances in order to de-
cide the most similar neighbours, trigonometric transfor-
mations were made in cyclical variables. In other words,
the hours and the month are modified to the sine and the
cosine of their values to force their values to be equidistant,
as explained in detail in Gomez-Omella et al. (2020).
Then, a 5-fold cross-validation technique was set to decide
the optimal number of ’k’ neighbours and the model was
then fitted using a subset containing the 70% of the entire
data available. This is a classic ML model training strategy
that reserves 30% of the data to validate the decisions made
in training task.
Finally, regarding the evaluation of the model accuracy, the
RMSE was the metric chosen to compare the performance
of the models. This value quantifies the mean error made
in a forecast by averaging the squared errors made in all the
estimated future points once their real values are known.
The RMSE unit of measure is the same as the original data,
making it intuitive to interpret.
Once the characteristics of the process have been config-
ured for the specific problem, a first version of the KNN
model was developed and deployed, and an automated task
was programmed to execute the data flow from Figure 1
every day at 00:00h, that is, once every 24 hours.
In each iteration, the first phase consists in retrieving set
of data to train the model. This set of data consists of
historical energy consumption registries of the last 365
days stored in an external database. It is worth mentioning
that, in this phase, a 24-hours rolling window has been set,
so that in each iteration, the previous iteration’s data set’s
first day is removed, and the last day is added to conform
the new data set to train the model. The second phase
consists in training the ML model. To do so, an R script
is called which contains the functions to carry out the
cross validation process and choose the optimal number
of neighbours k to be used. Once the model is trained,
in the next phase, it is evaluated by obtaining its RMSE.
By calling an R script, the RMSE of the training phase is
obtained and the score is stored in an internal database so
that it can be retrieved at any given time. Furthermore,
in this phase, the currently deployed model’s RMSE is
obtained in order to, in the next phase, compare it with
the newest model’s RMSE. As it can be seen in Figure 1,
the model version update occurs in case the new model’s
RMSE is lower than the deployed model’s RMSE. Every
time a new model is created in each iteration, it is tagged
with a different version code.
It starts with version 0.0 and then, version 0.1 is created.
In case that version 0.1 was better than 0.0 and the current
model needs to be replaced, version 0.1 will be automati-
cally renamed to 1.0. Therefore, the model version coding
convention is as follows. The models created in each iter-
ation are labelled as minor versions x.1, x.2, x.3,... and the
deployed ones as major versions 1.0, 2.0, 3.0,... If a given
created model performs better than the deployed one, it is
renamed as a major version. This approach allows to con-
trol the evolution of the model performance and to alert in

case the values deviate from the acceptable boundaries.

Results
The process was initialised developing a model with a
training set containing hourly electric consumption from
2020-03-30 to 2021-03-29, and an RMSE of 22.16 kWh.
This model corresponds to the first version being deployed,
so it is labelled as version 0.0. Once deployed, the first 24
hourly values forecast were corresponding to the next day,
that is, 2021-03-30.
In the next iteration, the model 0.1 was trained with data
from 2020-03-31 to 2021-03-30. Then, the RMSE ob-
tained from the training of the deployed model 0.0 and the
training of the new model 0.1 was compared. However,
the new model 0.1’s RMSE was higher, so the model 0.0
was not replaced and it continued to be active.
In the next iteration, a new model 0.2 was trained us-
ing data from 2020-04-01 to 2021-03-31 and the RMSE
obtained was 21.58 kWh, less than that provided by the
then-deployed model 0.0. For that reason, the model 0.2 is
renamed as model 1.0 and it replaced the deployed model
0.0.
These iterations are repeated every 24 hours and the infor-
mation of the models developed and deployed in the afore-
mentioned scenario are summarised in Table 1, where the
different updates of the versions of the model can be seen.
Notice that the models that which are not deployed, are not
included in that table.
In the first update, the RMSE of the model decreased
from 22.16 kWh to 21.58 kWh in two iterations, that is
forecast performance improved on average 0.58 kWh per
day. Then, ten days later, the RMSE improve 0.30 kWh and
that difference in error decreases in subsequent iterations.
The rate improvement of the estimations depends on the
data and the execution time, although the error is expected
to reach a stable state. The process is still running and
the model is continually being updated in order to pro-
vide estimates of further electric demand as accurate as
possible.
It is expected that the better the model fits in forecasting
historical data, the more accurate future forecasts will be.
This can be different in case an unexpected sharp change
in data statistical properties changed. That can be seen in
Figure 3, where forecast values obtained with the different
model versions are shown (to facilitate the visualisation,
it was decided not to show the forecasts of version 0.0).
As it can be observed, the estimated values and the actual
values are increasingly similar as the version of the model
is updated.

Conclusions
AI systems, and more precisely, ML-based models are
key enablers for the implementation of different energy-
efficiency strategies in buildings. However, their seamless
exploitation, adaptation and evolution when they are de-
ployed into production is still an open issue nowadays. In
this article, a software framework called PRENERGET



Table 1: Snippet of the version update report of the deployed models
Version Initial Training Date Final Training Date RMSE (kWh) First Forecast Date

0.0 2020-03-30 2021-03-29 22.16 2021-03-30
1.0 2020-04-01 2021-03-31 21.58 2021-04-01
2.0 2020-04-11 2021-04-10 21.28 2021-04-11
3.0 2020-04-12 2021-04-11 21.25 2021-04-12
4.0 2020-04-14 2021-04-13 20.93 2021-04-14

Figure 3: Evolution of the electric demand forecasts from the different versions of the deployed models

has been presented, aimed at facilitating the exploitation
of ML models, and maintaining and if possible, improving
their performance over time.
PRENERGET’s modular architecture facilitates the de-
ployment of forecasting models. Analysts can concentrate
on developing the models in their environment based on
R, or another programming language. People closer to
systems management can implement them in a simple way
as they only have to link the databases used and program
when the invocations to the models will be made to ob-
tain the desired predictions. In this way, it will be very
easy to have several forecasters of different variables such
as energy, temperature or occupancy applied to different
facilities such as rooms, machines or entire buildings.
ML models are unable to keep pace in today’s fast-
changing world and their performance tends to degrade
with time. Dealing with this issue and ensuring that de-
ployed ML models provide operational results requires
from an intensive effort of data scientists and ML experts.
Even worse, in environments where many models are de-
ployed, this can end up being an insurmountable barrier
that hinders the successful deployment of an energy ef-
ficiency system. PRENERGET reduces costs, time and
errors derived from human intervention in ML model per-
formance maintenance and improvement tasks by automat-
ing it. Results show that in, a rather limited period, the
performance of models can be improved up to 6%.

Future Work
After evaluating the work done, two possible points for fu-
ture improvement are identified. On the one hand, in some
cases, missing data were identified after the execution of

the forecasts. Furthermore, when the connection was re-
established and the values were captured again, the first
value registered was the accumulated value of all the miss-
ing values. Therefore, the values provided by the systems
were not realistic due to the number of values that were not
correctly received. A function that identifies this kind of
failures and impute the missing values with the most suit-
able method before the execution of the forecaster is left
to further research. It is expected that the results obtained
after this modification provide more accurate results. On
the other hand, the implementation of a degradation con-
trol system of the final model is to be implemented. As
mentioned, the internal model error is expected to stabilise
over time and updates to production models will become
less frequent. In these cases, the evolution of the errors
in the predictions could be evaluated to avoid the concept
drift of the deployed model.
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