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Abstract

Building Information Modeling (BIM) requires timely as-
is updates, but existing scan-to-BIM pipelines based on
laser scanning or photogrammetry demand specialised
hardware and offline processing, limiting frequent small-
asset updates in digital-twin maintenance. This paper in-
troduces Fast-Asset, a real-time on-site framework inte-
grating mixed-reality capture, learning-based detection,
and incremental 3D reconstruction to generate BIM-ready,
pre-segmented point clouds of small MEP assets in a sin-
gle walkthrough. Instant visual feedback enables in-situ
validation and re-capture. Experiments demonstrate a 3-
to-10x reduction in capture-to-model time versus laser
scanning and photogrammetry, with comparable surface
roughness and low background contamination, collapsing
multi-stage offline processes into a single field operation.

Introduction

Building Information Modeling (BIM) has become the
digital backbone of the construction value-chain, link-
ing design, construction, and facility-management activ-
ities (Yilmaz et al., 2023). Although owners increasingly
rely on BIM for digital-twin services such as life-cycle
assessment, operation, inspection, and predictive mainte-
nance (Boje et al., 2023), most legacy models only re-
flect the as-designed state. Reality inevitably diverges
from design during construction, refurbishments and op-
eration, so decision-makers need rapid, low-cost updates
of the as-built geometry and semantics (Wijeratne et al.,
2023). Within the digital-twin lifecycle, keeping the vir-
tual replica synchronised with the physical asset is essen-
tial for reliable monitoring and maintenance. Yet the cost
of re-scanning makes frequent synchronisation imprac-
tical for small components. By enabling decentralised,
operator-driven model updates, frameworks such as the
one proposed in this paper can reduce dependency on spe-
cialist surveying teams and shorten the governance cycle
for BIM lifecycle management.

Obtaining such updates typically requires expensive static
laser scanners or high-end LiDAR rigs, specialist crews,
and a multi-day offline processing chain (cleaning, regis-
tration, segmentation and modelling). When only a few
small industrial assets (valves, pumps, switch-gear, etc.)
need to be captured, the cost and latency of conventional
scan-to-BIM workflows become prohibitive.

Research over the last decade has gradually shifted from
heavy terrestrial laser scanning toward lighter, hybrid cap-
ture solutions and from fully manual pipelines to increas-
ingly automated ones.

Scan-to-BIM automation. Automated pipelines that
generate semantically labelled point clouds from large-
scale scans have reached centimetre-level accuracy for
transportation assets (Ding et al., 2024). For construc-
tion, guides exist for the integration of such scans into
BIM. However, these approaches still rely on bulky Li-
DAR devices and require offline processing on worksta-
tions or cloud servers.

Point-cloud generation and completion. Early efforts
focused on reconstructing dense surfaces from laser data.
Recent work targets the completion of sparse, noisy data
captured with consumer-grade depth sensors. Deep gen-
erative models can hallucinate missing geometry, yet they
demand offline GPU-based training and inference that is
unsuitable for field deployment (Zhuang et al., 2024).
Small-object capture. The literature distinguishes be-
tween detecting small assets and generating high-fidelity
point clouds for them. Abreu et al. (2023) review scan-
to-BIM pipelines and conclude that procedural modelling
is essential for objects below 0.1 m. Building on this in-
sight, Pan et al. (2022) combine terrestrial LIDAR with
Al-guided photogrammetry to enrich digital twins with
sockets, switches and fire-safety fixtures, achieving sub-
15 mm accuracy in under three minutes per room. Chen
et al. (2023) further demonstrate depth-completion net-
works that reconstruct fine steel rebars (=20 mm diam-
eter) from multi-view stereo, highlighting the demand for
methods that preserve small-object topology.
Mixed-reality capture. Head-mounted devices equipped
with RGB-D sensors (e.g., Microsoft HoloLens 2) pro-
vide real-time spatial mapping, on-device inference and
intuitive visual feedback (Navares-Vazquez et al., 2023).
These platforms enable operators to place semantic tags
in situ, reducing segmentation error to 2.4 £+ 1.8 cm. Nev-
ertheless, the raw point clouds remain cluttered and three-
dimensional object detection is still computationally de-
manding; most approaches still require a desktop step to
export IFC-ready geometry.

Detection and segmentation of tiny objects. Clustering-
based methods such as adaptive DBSCAN can improve
recall for small targets in low-density point clouds (Duan
et al., 2024), but they do not integrate with mixed-reality



capture hardware. Lightweight 2D detectors (YOLO fam-
ily) have proven effective for real-time proposal genera-
tion, yet their translation to 3D segmentation remains an
open research question.

Despite these advances, three critical gaps prevent a truly
on-site, real-time as-is BIM update for small-scale MEP
components:

1. On-device processing. Existing pipelines either of-
fload point-cloud cleaning and segmentation to a
workstation or require GPU clusters, contradicting
the goal of a single-walkthrough workflow.

2. Small-object focus. Methods that achieve sub-
centimetre accuracy for tiny assets generally depend
on multi-view acquisition or heavy LiDAR, and they
rarely produce asset-level point clouds that are al-
ready semantically linked to BIM entities.

3. Immediate usability. Current mixed-reality tools
improve semantic tagging but still require a post-
processing stage to obtain a clean, exportable model,
delaying the availability of up-to-date information at
the construction site.

These limitations hinder the adoption of scan-to-BIM
technology in time- and cost-sensitive contexts where
maintaining up-to-date digital twins is critical for oper-
ational decisions and maintenance planning.

To address those limitations, this paper introduces Fast-
Asset, a modular, real-time framework for generating
clean, segmented 3D point clouds of small assets directly
on site. Fast-Asset integrates four tightly coupled stages:

1. Live RGB-D capture that maintains a globally con-
sistent pose while the operator scans the asset.

2. Lightweight 2D detection to produce per-frame ob-
ject masks and class predictions.

3. Incremental point-cloud fusion, where masked
depth data are merged into clean, class-labelled point
clouds whose centroids are verified in situ.

4. Instant export of each segmented cloud together
with metadata (type, instance ID, acquisition time)
ready to be converted to an IFC-compliant schema.

The contribution of the Fast-Asset framework is that the
operator receives instant visual feedback on every capture
and can re-scan if necessary, reducing revisits and man-
ual post-processing. Because every asset is captured, val-
idated and geo-referenced during a single walkthrough,
facility managers can import the generated model snip-
pets directly into the master BIM and obtain an as-is rep-
resentation without manual cropping, registration or an-
notation. The paper evaluates Fast-Asset against pho-
togrammetric and laser-scanned baselines with respect
to both capture-to-model time and geometric accuracy,
using intrinsic surface-quality indicators to benchmark
lightweight scan-to-BIM systems. By collapsing a multi-
day laser-scan and modelling loop into a single on-site
operation, Fast-Asset extends recent small-object enrich-

ment approaches such as (Pan et al., 2022) and learning-
based completion pipelines such as Chen et al. (2023).

Methodology
General approach

Fast-Asset is a modular, real-time scan-to-asset frame-
work whose pipeline (Figure 1) divides the process into
independent yet connected phases: capture, alignment,
detection, reconstruction and cleaning. Each block can
be updated or swapped without redesigning the rest, en-
suring continued relevance as sensors, algorithms or stan-
dards evolve.

Unlike laser scanning or deep-learning reconstructions
that produce dense scene-wide point clouds requiring
costly post-processing, Fast-Asset fuses RGB and depth
images to combine scanning and segmentation in a single,
lightweight step executable in real time, avoiding the com-
putational burden of techniques such as NeRF or Gaussian
splatting and the cost of high-precision hardware.

Framework phases
Built environment capture

The capture phase acquires aligned RGB and depth im-
ages to build an RGBD representation of the target as-
set. While laser scanners provide high accuracy, they
are slow and expensive; standalone RGB cameras are af-
fordable but lack native depth. Fast-Asset proposes a
device-based capture framework with a built-in depth sen-
sor that delivers pre-aligned RGBD frames, although it
could be replaced by any source of RGBD imagery, in-
cluding monocular depth estimation.

2D-3D alignment

Fast-Asset relies on sensor fusion from a head-mounted
device with factory-calibrated RGB and depth sensors,
yielding pre-aligned RGB-D frames and eliminating
costly software-based 2D-3D alignment required in prior
work. Given the depth camera intrinsics K; and the ex-
trinsic transform [R | t]4_ep, each depth pixel (ug,vq)
with depth d is first back-projected into 3D in the depth
sensor frame and then mapped to the RGB image plane
via the RGB intrinsics Kgp:
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IMU measurements compensate for head motion and
maintain temporal synchronisation, so each RGB-D frame
remains geometrically consistent for subsequent recon-
struction (Dibene and Dunn, 2022).

Asset identification

The proposed method relies on 2D deep-learning detec-
tors to recognise assets on RGB images rather than on 3D
point clouds, providing three advantages: (i) lighter com-
putation enabling real-time segmentation, (ii) faster and
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Figure 1: Framework overview showing needed devices/elements and needed tasks for each stage

cheaper dataset creation thanks to 2D image annotation la-
beling, and (iii) reuse of existing image-based models via
transfer learning. By leveraging pre-trained weights from
foundation models, the system can be adapted to new asset
classes with minimal retraining effort.

Reconstruction

The system operates on a temporal sequence of frames
{(L;,D;, T;,M,)}_,, where I, is the RGB image, D, the
depth map, T, € SE(3) the camera pose and M; the bi-
nary detection mask. For each masked pixel (u,v) with
M, (u,v) = 1 and depth d = D;(u,v) > 0, a 3D point in the
global frame is obtained as:

u
p’=T,dK ! |v )
1

The fused point cloud is the union & = |J,{p}’;}, ag-
gregating partial views from multiple viewpoints and
progressively densifying the asset representation. The
method merges per-frame contributions without explicit
overlap validation, deferring class-based filtering to the
cleaning phase.

Cleaning

A dedicated cleaning module eliminates noise, artefacts
and background geometry. In the current implementa-
tion, DBSCAN (Ester et al., 1996) clusters the fused
cloud by defining a point p as a core point when its €-
neighbourhood Ne(p) = {q € & : ||p—q|| < €} contains
at least MinPts neighbours. Mutually density-reachable
core points are grouped into clusters and only the largest
cluster is retained as the final asset representation, discard-
ing isolated noise points and spurious blobs. The param-
eters € and MinPts are set proportionally to the median
nearest-neighbour distance of the cloud, ensuring robust-

ness across varying scan densities. The module can be
adapted to specific asset types or detection models with
varying false-positive rates.

Taken together, these phases provide a complete specifi-
cation of the Fast-Asset framework, from data capture to
BIM-ready point-cloud output. The different phases could
be updated with improved technologies without altering
the framework.

Implementation
Overview

The implementation performed couples live RGB-D cap-
ture from a Microsoft HoloLens 2, a YOLOv7-based de-
tector fine-tuned for switches and outlets, and a Python
back-end that performs incremental point-cloud fusion
and clustering with Open3D. As the operator walks
through the room, detections are streamed, masked depth
is converted to 3D points and fused into a single, seg-
mented point cloud for each target object. At the end of
a short walkthrough, the operator receives a cleaned point
cloud per asset, exported as .pcd for further BIM integra-
tion. The four main stages of this workflow (training, cap-
ture, streaming+detection, and reconstruction+cleaning)
are summarised in Figure 2.

Hardware and capture setup

All experiments were run using a mobile mixed-reality
device and a standard workstation. The processing ma-
chine was a Dell Precision-class laptop with an Intel
Core i7 CPU, 32 GB RAM, SSD storage and a mid-range
NVIDIA GPU. These specifications represent a realistic
configuration for on-site or near-site processing in con-
struction projects.

Microsoft HoloLens 2 was used as the capture device. It
integrates an RGB camera and a long-range depth sensor
with factory calibration, providing aligned RGB-D frames
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Figure 2: Implemented architecture for streaming detection and point-cloud segmentation

in real time as the user moves. Only the front RGB camera
and the long-throw depth sensor were used, while other
sensors (IMU, eye tracking, etc.) were leveraged implic-
itly by the HoloLens runtime for pose estimation but did
not require explicit handling in our code. The device was
connected to the laptop via WiFi in a shared local network,
streaming RGB, depth and pose information through the
h12ss library (Dibene and Dunn, 2022). This configu-
ration mirrors the intended deployment context of Fast-
Asset, in which an operator walks through a facility with
a head-mounted device and offloads the heavier process-
ing to a nearby computer.

Software stack

The implementation was developed in Python 3.10. The
HoloLens sensor streams were accessed through the open-
source hl2ss project, which exposes RGB and depth
frames together with camera intrinsics and extrinsics in a
client—server setup. YOLOv7 was selected as the object-
detection backbone because it combines real-time perfor-
mance with good accuracy on embedded and edge de-
vices. The publicly available COCO-pretrained weights
(Lin et al., 2015) were used as a starting point and then
fine-tuned via transfer learning for the target classes (out-
lets and switches). Open3D (Zhou et al., 2018) was
used as the 3D processing back-end, providing utilities
for RGB-D handling, point-cloud generation, incremen-
tal fusion and visualization. For point-cloud cleaning, we
relied on the DBSCAN clustering algorithm (Ester et al.,
1996) as implemented in Open3D, retaining only the dens-
est cluster to discard background noise and stray points.
The three-component stack (YOLOv7, hl2ss, Open3D)
keeps external dependencies minimal, making the imple-
mentation straightforward to deploy on different machines
or to adapt to alternative detectors and capture devices.

Dataset and transfer learning
The detector focuses on two MEP-related classes: power
outlets and light switches. A custom dataset was assem-

[ example-annotation txt m]
] 0.39608398437500003 0.7115812591508053 0.03630859375000001 0.07323572474377743
1 0.4426025390625 0.7133601756954613 0.04536132812499999 0.07093704245973645
1 0.486552734375 0.7196559297218155 0.045371093750000036 0.08938506588579799
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Figure 3: Example of annotations of one of the photographs,

where three objects are detected and each line records the class

index followed by normalised bounding-box coordinates in [0, 1]

bled to reflect realistic indoor conditions. First, 568 im-
ages of outlets and switches were captured by the re-
search team in different environments (offices, corridors
and homes), covering a variety of background textures,
lighting conditions and mounting configurations.

To increase robustness and reduce annotation effort, an
additional outlet-focused dataset was imported from the
Roboflow platform. This contributed 2 263 base images
plus augmented variants (rotations), resulting in a total of
6789 external samples. Combined with the in-house im-
ages, the final dataset comprised 7 329 labelled images, of
which 20 % were held out for validation. An example of
the annotation format is illustrated in Figure 3, where each
bounding box is stored as a class index and normalised co-
ordinates in a YOLO-style text file.

Transfer learning on the combined dataset improved out-
let detection recall from 64 % to 92 %, while switch
detection remained above 80% (Table 1). The detec-
tor also achieved mAP@0.5=0.902 (AP@0.5: 0.841 for
switches, 0.962 for outlets). There were no inter-class
false detections; only the background generated false pos-
itives or negatives. These values were considered suffi-
cient to support real-time mask generation in the target
use case.



Table 1: Normalized confusion matrix (Predicted vs. True).

True
switch power outlet background FP
Predicted switch 0.83 - 0.50
power outlet 0.92 0.50

background FN 0.17

0.08 -

Normalised per ground-truth class confusion—matrix values. FP false positives, FN false negatives. Com-
puted at a fixed operating point (confidence > 0.4, match IoU > 0.5 after NMS) to reflect the real-time de-
ployment setting and to balance false positives and missed detections while retaining the standard IoU= 0.5
matching criterion for a fair, interpretable per-class recall comparison.

Online processing pipeline

The end-to-end implementation follows the methodolog-
ical stages described earlier but focuses on a practical,
streaming-oriented design. For each RGB-D frame de-
livered by h12ss, the following steps are executed:

1. Capture and pre-processing. The client receives
an RGB image, a depth map and the current camera
pose from the HoloLens 2. Basic consistency checks
(resolution, timestamp) are performed, but no heavy
pre-processing is required because the device already
delivers aligned RGB and depth.

2. 2D detection. The RGB frame is passed through
the YOLOv7 model, which returns bounding boxes,
class labels and confidence scores for each detected
outlet or switch. Detections below a confidence
threshold are discarded to reduce false positives.

3. Masking and RGB-D construction. For each re-
tained bounding box, a binary mask is created and
applied to the RGB and depth images, zeroing out
background pixels. The resulting masked RGB-D
frame isolates the candidate asset region while pre-
serving depth information for the visible surfaces.

4. Point-cloud generation and fusion. For reconstruc-
tion, the masked RGB-D data, together with the
camera intrinsics and pose, are back-projected into
3D following Equation 2 and merged into a single
global point cloud using Open3D. Multiple view-
points gradually densify the representation.

5. Real-time visualization. An optional Open3D vi-
sualizer displays the aggregated point cloud and up-
dates it as new frames arrive. This provides visual
feedback so the operator can decide whether addi-
tional passes are required to fill occlusions or refine
details.

This streaming loop runs continuously while the user
scans the environment. Since detection and fusion are rel-
atively lightweight, they can keep up with the HoloLens
frame rate on the chosen hardware, enabling an interac-
tive experience: the operator sees both 2D detections and
a growing 3D reconstruction within seconds. The timing
and resolution metrics obtained from this implementation
are later summarised and compared with laser scanning
and photogrammetry.

Cleaning and export

Raw fused point clouds inevitably contain residual noise
from imperfect detections, depth artefacts and background
geometry that slipped through the masks. To obtain a
compact, BIM-ready representation, a final cleaning step
is applied to each asset-level cloud. In our implementa-
tion, DBSCAN clustering is used to segment the cloud
into dense regions and outliers. Only the largest, most co-
herent cluster is retained as the final asset representation,
removing isolated points and small spurious blobs around
the target object.

The cleaned point cloud is then exported as a .pcd file
together with basic metadata such as the detected class, a
unique instance identifier and the acquisition timestamp.
This format can be consumed directly by downstream
tools for meshing, parametric fitting or IFC element cre-
ation, for instance, by fitting a bounding geometry to the
cloud, assigning an IfcBuildingElementProxy type
and writing the result via IfcOpenShell. In parallel,
the implementation logs timing information for the main
stages (detection, fusion, cleaning) and the total number
of points, enabling quantitative comparison with alterna-
tive workflows.

This implementation demonstrates the Fast-Asset con-
cept in practice: small MEP assets can be detected, re-
constructed and exported as clean point clouds within a
single, short walkthrough, without requiring heavy post-
processing or specialised scanning equipment.

Results and discussion

The proposed Fast-Asset workflow was compared against
two widely used scan-to-point-cloud baselines, terrestrial
laser scanning and photogrammetry, on two representative
objects: a power strip, chosen as a typical MEP compo-
nent that is normally absent from image-based models and
a computer keyboard, included as a control object for our
transfer-learning pipeline since it is a standard category
in COCO-trained YOLO detectors (class ID66). Both ob-
jects are medium-sized, abundant in indoor environments
and share key traits with typical MEP components: small
footprint, surface-mounted installation and prismatic ge-
ometry with recesses and holes. Their matte materials
avoid specular reflections that hinder photogrammetry and
their working distance (< 2m) lies within the effective



range of HoloLens 2, making them suitable proxies for
everyday BIM-relevant assets.

Time and workflow analysis

Table 2 summarises the scan time, generation time, to-
tal time and point-cloud resolution for all combinations of
method and object. Laser scanning (Leica P40) required
17 min 30 s per object, yielding dense but unsegmented
clouds (=690k and 659k points). Photogrammetry was
run from the same HoloLens 2 captures. While it pro-
duced highly detailed models (1.1M-3.0M points), pro-
cessing times ranged from 4 min to over 50 min and the
resulting point clouds include extensive background ge-
ometry without semantic segmentation. By contrast, Fast-
Asset fixed the scan duration to one minute (to simulate
realistic short walkthrough) and performed detection, fu-
sion and cleaning online, yielding total times of 4 min 45 s
to 6 min 24 s with pre-segmented, asset-level point clouds.
Figure 4 qualitatively illustrates these effects. Photogram-
metry and laser scanning retain large amounts of back-
ground geometry, requiring post-segmentation, whereas
Fast-Asset delivers a pre-segmented cloud concentrated
on the target asset.

Geometric quality analysis

Geometric quality is evaluated through two comple-
mentary lenses: (i) cross-method distance metrics be-
tween Fast-Asset and photogrammetry, which share iden-
tical acquisitions, using photogrammetry as a dense-
reconstruction baseline; and (ii) intrinsic quality indica-
tors that characterise each method’s reconstruction fidelity
independently of a reference model. All point clouds were
normalised to a unit bounding-box diagonal before analy-
sis.

Table 3 reports four intrinsic quality indicators com-
puted on the normalised point clouds. Surface rough-
ness measures the local planarity residual via PCA on k-
neighbourhoods; values of 0.001-0.005 across all meth-
ods confirm that all three produce geometrically smooth
surfaces, with Fast-Asset achieving the lowest roughness
for the power strip (0.0011) and comparable values for
the keyboard (0.0033 vs. 0.0026-0.0032). Normal con-
sistency reflects how uniformly surface normals are ori-
ented among neighbours. Laser scanning yields the most
consistent normals (12-17°), as expected from a high-
precision sensor, while Fast-Asset shows higher angular
variance (21-30°). This gap reflects the lower spatial res-
olution of the HoloLens 2 depth sensor relative to laser
optics—a hardware constraint, not a pipeline limitation;
adopting a higher-resolution depth camera would directly
reduce this deviation. Background ratio quantifies the
proportion of points classified as outliers by statistical
outlier removal, serving as a proxy for segmentation ef-
fectiveness. Fast-Asset achieves the lowest background
for the power strip (1.4 % vs. 3.8-4.1 %), confirming that
YOLO detection combined with DBSCAN cleaning effec-
tively suppresses irrelevant geometry; for the keyboard,

the moderately higher ratio (5.0 %) results from bounding-
box over-inclusion in the denser scan and is readily re-
movable via tighter post-filtering. Density uniformity
(CV of k-NN distances) shows Fast-Asset achieving the
best uniformity for the keyboard (CV =0.14 vs. 0.16-0.23
for the baselines); the elevated CV for the power strip
(1.14) reflects fewer contributing viewpoints during the
one-minute scan, addressable through longer or guided
acquisition. Overall, Fast-Asset is competitive with the
baselines on surface smoothness and excels on at least one
object per segmentation-related indicator, while the lower
normal consistency is a predictable trade-off of real-time
portable capture that does not compromise suitability for
BIM-level asset documentation.

Cross-method comparison between Fast-Asset and pho-
togrammetry (both acquired from the same HoloLens 2
session) yielded a normalised RMSE of 0.007 (0.7 %
of the object diagonal) and a mean point-to-point dis-
tance of 0.006 for the power strip after ICP registra-
tion. The keyboard comparison produced a higher RMSE
(0.167), partly attributable to cluster-extraction difficulty
when isolating the object from the dense photogrammet-
ric cloud. The power-strip result, where cluster extraction
was more reliable, therefore provides the more represen-
tative accuracy estimate and confirms that the real-time
pipeline preserves surface geometry comparable to offline
reconstruction, with deviations well within typical BIM
tolerance thresholds for small MEP elements.

Error propagation and failure modes

The pipeline performance depends on the accuracy of the
2D detection stage: false positives introduce background
fragments into the fused cloud, while missed detections
cause incomplete coverage. DBSCAN cleaning mitigates
part of these errors by discarding small, isolated clusters;
however, when a false detection overlaps spatially with the
true asset, the spurious geometry is merged into the main
cluster and cannot be removed without additional vali-
dation. Conversely, systematic under-detection (e.g. due
to occlusion or unusual viewpoints) reduces the surface
completeness of the reconstruction. The confusion matrix
(Table 1) shows that inter-class misclassification is absent
in the current model, so error propagation is limited to
background false positives and missed detections against
background, both of which have bounded impact on the
final asset geometry. Future work could mitigate these
issues through multi-view detection consistency checks,
3D instance segmentation to produce tighter masks than
bounding boxes, and frame-level ICP validation to reject
geometrically inconsistent contributions before fusion.

Scalability

In its current form, Fast-Asset processes one asset class
per walkthrough, but the architecture supports multi-
class parallel detection because YOLOv7 already outputs
bounding boxes for all trained classes simultaneously. Ex-
tending to multi-asset environments requires maintaining
one fused cloud per detected instance and associating new



Table 2: Scanning time, generation time, total time and point-cloud resolution for the three tested methods.

Methods Scan time Generation time Total time Total points

Laser scanner Keyboard 00:03:30 00:14:00 00:17:30 690309
Photogrammetry Keyboard 00:01:00 00:03:02 00:04:02 1147792
Fast-Asset? Keyboard 00:01:00 00:05:24 00:06:24 674708
Laser scanner Power strip 00:03:30 00:14:00 00:17:30 659489
Photogrammetry! Power strip 00:01:00 00:49:21 00:50:21 2955940
Fast-Asset? Power strip 00:01:00 00:03:45 00:04:45 38852

! Photographs were provided from the HoloLens experiment.
2 For Fast-Asset, the 3D asset is generated in scan-time, which could be reduced. Generation time can be parallelized
with sequential scanning tasks.

detections with existing instances via spatial proximity
in the global frame. Since detection and back-projection
are per-frame operations whose cost is independent of the
number of accumulated instances, the system scales lin-
early with the number of frames rather than with the num-
ber of assets, making it suitable for room-level deploy-
ments with tens of small objects.

Limitations

The current experiments focus on two objects within the
optimal range of HoloLens 2. While the keyboard is
not itself an MEP component, pairing it with a power
strip allowed us to evaluate both transfer learning on a
well-represented class and adaptation to a category absent
from standard image models, demonstrating the feasibil-
ity of extending Fast-Asset to new asset types. Nonethe-
less, the choice of proxy objects does not fully capture the
diversity of installed MEP components. Generalising to
larger assets or full rooms will require multi-scale strate-
gies, additional object categories and tests in operational
environments. A rigorous comparison of acquisition cost,
training effort and on-site ergonomics is also outside the
scope of this paper.

Despite these caveats, the results confirm that Fast-
Asset substantially reduces the overall scan-to-BIM time,
achieving 4-6 min per asset versus 17-50 min for con-
ventional methods, while delivering pre-segmented, geo-

Figure 4: Resulting model point clouds using photogrammetry, laser scanner and the proposed method

metrically adequate point clouds with integrated real-time
feedback, modular architecture and low background con-
tamination.

Conclusion

The proposed Fast-Asset method produces clean, pre-
segmented point clouds of small objects with surface
roughness comparable to laser scanning and photogram-
metry while reducing total capture-to-model time by a fac-
tor 3 to 10 and enabling real-time on-site model genera-
tion. For low- to medium-resolution, real-time scanning
of individual assets, Fast-Asset better matches practical
requirements than conventional approaches. Laser scan-
ners are optimised for large environments and lose effi-
ciency at close range, while photogrammetry, although ca-
pable of high-resolution output, lacks real-time feedback
and requires offsite reconstruction. In contrast, Fast-Asset
generates and visualises a segmented model during acqui-
sition and automates subsequent cleaning once sufficient
detail is reached. The geometric quality analysis con-
firms that the method achieves low background contami-
nation and surface roughness on par with established tech-
niques, while the lower normal consistency, attributable
to the depth-sensor resolution rather than the pipeline it-
self, represents an acceptable trade-off for asset-level BIM
updates, supporting shorter governance cycles in which



Table 3: Intrinsic geometric quality indicators for all three methods (unit-normalised point clouds).

Method Object Roughness? Normal consist.” Background® Density CV¢
Laser scanner Keyboard 0.0026 16.8° 3.0% 0.16
Photogrammetry Keyboard 0.0032 14.0° 34% 0.23
Fast-Asset Keyboard 0.0033 20.9° 5.0% 0.14
Laser scanner Power strip 0.0031 12.0° 3.8% 0.18
Photogrammetry Power strip 0.0047 19.4° 4.1% 0.25
Fast-Asset Power strip 0.0011 30.0° 1.4 % 1.14

4 Mean PCA planarity residual (0): lower values indicate smoother local surfaces.

b Mean angular deviation between neighbouring normals: lower values indicate more consistent surface orientation.
¢ Percentage of points classified as outliers by statistical outlier removal (SOR, k=20, a=2).

4 Coefficient of variation of local k<-NN distances: lower values indicate more uniform point density.

non-specialist operators can maintain the digital twin au-
tonomously.

Future work will focus on improving detection robustness
and extending applicability. Expanding and refining the
dataset, including negative examples, is expected to im-
prove recall and precision. Extending the pipeline to fully
multiclass, parallel processing and integrating advanced
segmentation models are also planned. Additionally, a full
point-cloud-to-IFC conversion workflow, fitting paramet-
ric primitives to the cleaned clouds and exporting them via
IfcOpenShell, will be developed to close the gap between
BIM-ready point clouds and native BIM elements. In-
situ visual guidance via headset display and evaluation on
wall-mounted MEP fixtures in operational environments
are further planned extensions.
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